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It had been a turbulent weekend for the remaining members of the board of directors of OpenAI, 
the artificial intelligence pioneer that had jolted the world just a year earlier with the launch of 
ChatGPT. With employees and investors in open revolt following the firing of CEO Sam Altman, 
the embattled board gathered to decide the company’s path forward – if there was still one.  

Three days earlier, on November 17, 2023, the board had voted to dismiss Sam Altman, co-founder 
and CEO of OpenAI. According to the announcement, Altman had not been “consistently candid 
in his communications with the board,” which had led to a loss of confidence. What followed was 
a weekend of turmoil during which two interim CEOs were appointed, several key staff members 
walked out, and nearly all of the company’s 770 employees signed a letter threatening to quit if 
Altman was not brought back. Ilya Sutskever, a member of the board and the chief technology 
officer, had already shared on social media that he regretted voting for Altman’s removal. 

The stakes of the governance conflict were huge. Many at OpenAI believed that the company 
was “building the most important technology in history.”1 According to Altman himself, artificial 
general intelligence (AGI)—a system that would surpass humans in most regards and be capable 
of self-learning—could be reached sometime in the following four or five years.  

AGI could potentially turbocharge the pace of scientific progress, grow the global economy, and 
improve the overall livelihood of billions of people. On the other hand, many saw in it a potential 
for large-scale misinformation and fraud, economic inequality, and even an existential threat if 
humanity ever lost control of the technology. It was precisely these high stakes that had driven 
the founders of OpenAI, whose charter set its purpose as “to ensure that artificial general 
intelligence benefits all of humanity.”  
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As the board began to discuss the delicate situation at OpenAI, they quickly addressed the 
elephant in the room. Should they offer Altman his job back? If yes, under what conditions? If 
no, how to forge ahead? 

OpenAI 

One day, I got an invitation to have dinner with Sam Altman, Greg Brockman, and Elon Musk. And 

they were discussing how to start an AI lab that would compete with Google, which back then had 

an absolute dominance. […] And we looked at the big picture. Where is AI going? It’s going toward 

AGI, which is an AI that will be smarter than humans in every way. And that’s very profound, so we 

decided it made the best sense to give OpenAI the explicit goal of making AGI benefit humanity. 

Because this technology is going to be so transformative, it’s going to turn everything on its head. 

And whenever there’s such a big change, who knows what’s going to happen?2  

Ilya Sutskever, CTO of OpenAI 

OpenAI was founded in December 2015 by a group of entrepreneurs and AI researchers, 
including Elon Musk, Sam Altman, Ilya Sutskever, Greg Brockman, John Schulman, and Wojciech 
Zaremba. Furthermore, the new company had pledges of $1 billion coming from prominent 
investors like Reid Hoffman, Peter Thiel, and Jessica Livingston.3  

The founding team had a shared concern about the potential harm of AI if it was controlled by 
large for-profit corporations. Thus, OpenAI was set up as a nonprofit organization with the 
following mission: “Our goal is to advance digital intelligence in a way that is likeliest to benefit 
humanity as a whole, unconstrained by a need to generate financial return.”4 This mission was 
further expanded and refined in April 2018, with the publication of the OpenAI charter, which 
contained four principles (see Exhibit A1 for the full charter): 

1. Broadly Distributed Benefits: OpenAI is committed to using AGI to benefit everyone, 
avoiding enabling uses of AI that could harm humanity or concentrate power unduly. 

2. Long-Term Safety: OpenAI would prioritize safety research and aim to foster a global 
cooperative effort to address AGI’s global challenges. 

3. Technical Leadership: The organization strives to be at the cutting edge of AI capabilities 
while focusing on safety and ethical considerations. 

4. Cooperation: OpenAI would actively cooperate with other research and policy institutions 
to address AGI’s global impact, sharing its research openly when it’s safe to do so. 

Following this culture of openness and collaboration, OpenAI published several breakthrough 
papers on AI development5 and open-sourced tools like OpenAI Gym, a toolkit to help create 
and test AI models that learn through reinforcement learning.6 

A major breakthrough was the release of the first iteration of OpenAI’s Generative Pre-trained 
Transformer (GPT) foundational model in June 2018.7 Using neural network architecture, GPT 
was designed to understand and generate human-like text. It was able to create new texts, such 
as writing essays, answering questions, and holding conversations. It was “pre-trained” on a 
large amount of text data from various sources, such as books and websites, helping it learn 
about language and building its knowledge base. Essentially, GPT was a powerful AI tool that 
mimicked human text generation and comprehension. 
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However, late that same year, Musk quit the board of OpenAI after claiming to have invested 
$50 million. The reason given for his departure was a potential conflict of interest with Tesla, 
which was pursuing its own AI projects. However, according to Altman, Musk felt that OpenAI 
was falling behind rivals like Google and had asked to become CEO of the company. OpenAI had 
no formal CEO, although Altman had been involved in running the company on an informal basis. 
The day-to-day was effectively managed by Brockman and Sutskever.8    

Musk’s departure cut off OpenAI’s funding at a critical juncture. Developing and supporting large 
language models (LLMs) required an enormous amount of computing power, which came at 
very high costs, as well as recruiting and hiring researchers and engineers who were extremely 
high in demand. Meanwhile, by 2019, OpenAI had received only $130 million of the original  
$1 billion committed, and their attempts to obtain funding from the federal government had 
proven unsuccessful.9 

This put OpenAI at a crossroads. In 2020, Brockman spoke with MIT Technology Review about 
the decision they faced: 

The computational resources that others in the field were using to achieve breakthrough 
results doubled every 3.4 months. It became clear that “in order to stay relevant,” Brockman 
says, they would need enough capital to match or exceed this exponential ramp-up. That 
required a new organizational model that could rapidly amass money—while somehow also 
staying true to the mission.10 

OpenAI’s governance  

In March 2019, a new governance structure was introduced. OpenAI was restructured as a 
capped-profit company controlled by a nonprofit entity run by OpenAI’s board of directors  
(see Exhibit A2).   

• The board of directors controlled OpenAI Inc (from now on, the nonprofit), an 
organization chartered as a public charity.  

• This nonprofit was wholly owned by OpenAI GP LLC, a manager entity that had the power 
to control and govern OpenAI Global LLC (from now on, the for-profit), a capped, for-
profit subsidiary. The for-profit carried out all of OpenAI’s AI-related activities and 
marketed its products. 

• The nonprofit held a stake alongside external investors and employees in a holding 
company that had majority ownership of the for-profit. 

• The for-profit subsidiary was permitted to make and distribute profits to its investors 
and employees. However, that profit was capped, and any value over the cap was 
allocated to the nonprofit, which employed it according to its mission.1 

 
1 This included a wide range of charitable initiatives, such as a comprehensive basic income study, supporting economic 
impact research, and experimenting with education-centered programs. The nonprofit also supported a number of other 
public charities focused on technology, economic impact, and justice. 
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